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Outline 
•  Introduction 
•  What is Self-Training? 
•  Proposed Questions for my Thesis 
•  Parse Quality Estimation for Statistical Parsing 

o  Token-based Methods (sentence length, corpus n-grams) 
o  Tree & Word Entropy 
o  Ensemble Agreement (SEPA) 
o  Methods for Dependencies (PUPA & ULISSE) 

•  Proposed Experiments 
o  WSJ + NANC -> Brown, Brown + NANC -> WSJ, WSJ/Brown + ? -> GENIA 
o  Iterated Self-Training? 

•  The X Factor 
o  Exploit Inter-sentential Context? 
o  Learn something from domain variation? 
o  Data Adaptation? 

•  What is the Story with Reranking? 



Introduction 

•  Statistical Constituency Parsing 
o  Charniak 2000, Charniak & Johnson 2005, Petrov & Klein 

2007 

• Domain Sensitivity  
o  Gildea 2001, Corpus Variation and Parser Performance  
o  The Brown Corpus has various genres of literature 
o  Brown Test split is 9th of every 10 sentences, Dev is every 

10th  
o  Parsers have improved but degradation remains 

§  Train on WSJ: Test WSJ at 92%, Brown at 85.8% 
§ WSJ seems to be a good base corpus though 
§  Train on Brown, Test on Brown gets 87.4% 



What Is Self-Training? 

• Data Plentiful, Human Labels Scarce 
• Eat Your Own Dog Food: 

o  Train ParserA on Labeled Corpus 
o  Parse Unlabeled Corpus with ParserA 
o  Train ParserB on a Combination of Labeled Corpus 

and Output of ParserA 
o  Some Weighting (and Waiting) May Be Involved… 

• Early Efforts for Parsing Failed 
o  Charniak 1997, Steedman 2003 



Self-Training Can Work for Parsing 

• McClosky, Charniak, and Johnson 2006, 
Effective Self-Training for Parsing 
o  Train on WSJ (labeled) + 1,750k of NANC (unlabeled)  
o  Test on WSJ improves from 91.0 to 92.1  
o  Reduction in error of 8% 
o  Used Charniak & Johnson 2005 reranking parser 



Eeking Out an Edge 
The effect of sentence 
length.  Some sentences 
are “just right”.  The 
Goldilocks Effect. 

Effect of Sentence Length
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Works for Domain Adaptation Too 

• McClosky 2010 PhD diss., Any Domain Parsing: 
Automatic Domain Adaptation for Natural 
Language Parsing 
o  Train on WSJ + X, Test on GENIA 
o  WSJ-only is 77.9% w/o reranker and 80.5% with 
o  Manual adaptation using three methods utilizing 

additional lexical resources w/o reranker gets 80.2% 
§  Lease & Charniak 2005, Parsing Biomedical Literature 

o  WSJ + 266k MEDLINE gets 84.3% 
o  WSJ + 37k BIOBOOKS gets 82.8% (37k MEDLINE is 83.4%) 

§  Shouldn’t BIOBOOKS work better since it seems like it 
is closer to WSJ than MEDLINE? 



But Confusion Abounds… 

• Reichart and Rappoport 2007, Self-Training 
for Enhancement and Domain Adaptation of 
Statistical Parsers Trained on Small Datasets 
o  Unknown word rate is predictive of effectiveness 

when using a large amount of data 

• McClosky et al 2008, When is Self-Training 
Effective for Parsing? 
o  Unknown word rate is not predictive of effectiveness 

when using a large amount of data 
o  But unknown bigrams and unknown biheads are 



Too Much of a Good Thing? 

• Sometimes using more self-training data 
hurts performance 25

f-score
Parser model Parser Reranking parser
WSJ alone 83.9 85.8
WSJ + 2,500,000 NANC 86.4 87.7
BROWN alone 86.3 87.4
BROWN + 50,000 NANC 86.8 88.0
BROWN + 250,000 NANC 86.8 88.1
BROWN + 500,000 NANC 86.7 87.8
BROWN + 1,000,000 NANC 86.6 87.8
WSJ + BROWN 86.5 88.1
WSJ + BROWN + 50,000 NANC 86.8 88.1
WSJ + BROWN + 250,000 NANC 86.8 88.1
WSJ + BROWN + 500,000 NANC 86.6 87.7
WSJ + BROWN + 1,000,000 NANC 86.6 87.6

Table 3.9: f-scores from various combinations of WSJ, NANC, and BROWN corpora on BROWN development.
The reranking parser used the WSJ-trained reranker model. The BROWN parsing model is naturally better than
the WSJ model for this task, but combining the two training corpora results in a better model (as in Gildea
(2001)). Adding small amounts of NANC further improves the results.

The improvement is mostly (but not entirely) in precision. We performed a similar experiment using WSJ as
training data, using either WSJ or BROWN data for parameter tuning to create parsing and reranker models
(Figure 3.3). We do not see the same improvement as Bacchiani et al. (2006) on the non-self-trained parser
(x = 0 NANC sentences) but this is likely due to differences in the parsers . However, we do see a similar
improvement for parsing accuracy once the self-trained NANC data has been added. The reranking parser
generally sees an improvement, but it does not appear to be significant. From these two experiments, it seems
better to use labeled in-domain data for training rather than setting parameters.

3.4 Self-Training Extensions

There have been two follow-up studies on self-training which give us additional data points of self-training’s
capabilities. Reichart and Rappoport (2007) showed that one can self-train with only a generative parser if
the seed size is small. The conditions are similar to those in Steedman et al. (2003a), but only one iteration of
self-training is performed (i.e. all unlabeled data is labeled at once).8 The authors show that self-training is
beneficial for in-domain parsing and parser adaptation. In their case, they are able to demonstrate a reduction
in the number of labeled sentences required to achieve a specific f-score.

Foster et al. (2007) use self-training to improve performance on BNC. Rather than using NANC as their
unlabeled corpus, they use one million raw sentences from the complete BNC. They are able to improve
performance on the 1,000 sentence BNC test set from 83.9% to 85.6% after adding the automatic BNC parses.
Similarly, they are able to improve performance on the WSJ test set from 91.3% to 91.7%. This is smaller
than the 0.8% improvement that we get from adding 1.7 million NANC parses9 and reinforces our point that

8Performing multiple iterations presumably fails because the parsing models become increasingly biased.
9In both cases, performance has leveled off on the development set, so it is safe to assume that we would not see a similar improvement
from BNC if an additional 700,000 automatically parsed BNC sentences were added.



Parser Self-Training w/o Reranking 
•  Huang & Harper 2009, Self-Training PCFG Grammars with Latent 

Annotations Across Languages 
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Figure 2: The performance of the PCFG-LA
parser and Charniak’s parser evaluated on the test
set, trained with different amounts of labeled train-
ing data, with and without self-training (ST).

when trained on 20% WSJ training data, proba-
bly because the training data is too small for it to
learn fine-grained annotations without over-fitting.
As more labeled training data becomes avail-
able, the performance of the PCFG-LA parser im-
proves quickly and finally outperforms Charniak’s
parser significantly. Moreover, performance of the
PCFG-LA parser continues to grow when more la-
beled training data is available, while the perfor-
mance of Charniak’s parser levels out at around
80% of the labeled data. The PCFG-LA parser im-
proves by 3.5% when moving from 20% to 100%
training data, compared to a 2.21% gain for Char-
niak’s parser. Similarly for Chinese, the PCFG-
LA parser also gains more (4.48% vs 3.63%).

5.3 Labeled + Self-Labeled
The PCFG-LA parser is also able to benefit more
from self-training than Charniak’s parser. On the
WSJ data set, Charniak’s parser benefits from self-
training initially when there is little labeled train-
ing data, but the improvement levels out quickly
as more labeled training trees become available.
In contrast, the PCFG-LA parser benefits consis-
tently from self-training11, even when using 100%

11One may notice that the self-trained PCFG-LA parser
with 100% labeled WSJ data has a slightly lower test accu-

of the labeled training set. Similar trends are also
found for Chinese.

It should be noted that the PCFG-LA parser
trained on a fraction of the treebank training data
plus a large amount of self-labeled training data,
which comes with little or no cost, performs com-
parably or even better than grammars trained with
additional labeled training data. For example, the
self-trained PCFG-LA parser with 60% labeled
data is able to outperform the grammar trained
with 100% labeled training data alone for both En-
glish and Chinese. With self-training, even 40%
labeled WSJ training data is sufficient to train a
PCFG-LA parser that is comparable to the model
trained on the entire WSJ training data alone. This
is of significant importance, especially for lan-
guages with limited human-labeled resources.

One might conjecture that the PCFG-LA parser
benefits more from self-training than Charniak’s
parser because its self-labeled data has higher ac-
curacy. However, this is not true. As shown in Fig-
ure 2 (a), the PCFG-LA parser trained with 40%
of the WSJ training set alone has a much lower
performance (88.57% vs 89.96%) than Charniak’s
parser trained on the full WSJ training set. With
the same amount of self-training data (labeled by
each parser), the resulting PCFG-LA parser ob-
tains a much higher F score than the self-trained
Charniak’s parser (90.52% vs 90.18%). Similar
patterns can also be found for Chinese.

English Chinese
PCFG-LA 90.63 84.15

+ Self-training 91.46 85.18

Table 3: Final results on the test set.

Table 3 reports the final results on the test set
when trained on the entire WSJ or CTB6 training
set. For English, self-training contributes 0.83%
absolute improvement to the PCFG-LA parser,
which is comparable to the improvement obtained
from using semi-supervised training with the two-
stage parser in (McClosky et al., 2006). Note that
their improvement is achieved with the addition
of 2,000k unlabeled sentences using the combi-
nation of a generative parser and a discriminative
reranker, compared to using only 210k unlabeled
sentences with a single generative parser in our
approach. For Chinese, self-training results in a
racy than the self-trained PCFG-LA parser with 80% labeled
WSJ data. This is due to the variance in parser performance
when initialized with different seeds and the fact that the de-
velopment set is used to pick the best model for evaluation.
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which is comparable to the improvement obtained
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their improvement is achieved with the addition
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brackets would need to be determined for the un-
labeled sentences together with the latent annota-
tions, this would increase the running time from
linear in the number of expansion rules to cubic in
the length of the sentence.

Another important decision is how to weight
the gold standard and automatically labeled data
when training a new parser model. Errors in the
automatically labeled data could limit the accu-
racy of the self-trained model, especially when
there is a much greater quantity of automatically
labeled data than the gold standard training data.
To balance the gold standard and automatically
labeled data, one could duplicate the treebank
data to match the size of the automatically la-
beled data; however, the training of the PCFG-
LA parser would result in redundant applications
of EM computations over the same data, increas-
ing the cost of training. Instead we weight the
posterior probabilities computed for the gold and
automatically labeled data, so that they contribute
equally to the resulting grammar. Our preliminary
experiments show that balanced weighting is ef-
fective, especially for Chinese (about 0.4% abso-
lute improvement) where the automatic parse trees
have a relatively lower accuracy.

The training procedure of the PCFG-LA parser
gradually introduces more latent annotations dur-
ing each split-merge stage, and the self-labeled
data can be introduced at any of these stages. In-
troduction of the self-labeled data in later stages,
after some important annotations are learned from
the treebank, could result in more effective learn-
ing. We have found that a middle stage introduc-
tion (after 3 split-merge iterations) of the automat-
ically labeled data has an effect similar to balanc-
ing the weights of the gold and automatically la-
beled trees, possibly due to the fact that both meth-
ods place greater trust in the former than the latter.
In this study, we introduce the automatically la-
beled data at the outset and weight it equally with
the gold treebank training data in order to focus
our experiments to support a deeper analysis.

4 Experimental Setup

For the English experiments, sections from the
WSJ Penn Treebank are used as labeled training
data: section 2-19 for training, section 22 for de-
velopment, and section 23 as the test set. We also

used 210k4 sentences of unlabeled news articles in
the BLLIP corpus for English self-training.

For the Chinese experiments, the Penn Chinese
Treebank 6.0 (CTB6) (Xue et al., 2005) is used
as labeled data. CTB6 includes both news articles
and transcripts of broadcast news. We partitioned
the news articles into train/development/test sets
following Huang et al. (2007). The broadcast news
section is added to the training data because it
shares many of the characteristics of newswire text
(e.g., fully punctuated, contains nonverbal expres-
sions such as numbers and symbols). In addi-
tion, 210k sentences of unlabeled Chinese news
articles are used for self-training. Since the Chi-
nese parsers in our experiments require word-
segmented sentences as input, the unlabeled sen-
tences need to be word-segmented first. As shown
in (Harper and Huang, 2009), the accuracy of au-
tomatic word segmentation has a great impact on
Chinese parsing performance. We chose to use
the Stanford segmenter (Chang et al., 2008) in
our experiments because it is consistent with the
treebank segmentation and provides the best per-
formance among the segmenters that were tested.
To minimize the discrepancy between the self-
training data and the treebank data, we normalize
both CTB6 and the self-training data using UW
Decatur (Zhang and Kahn, 2008) text normaliza-
tion.

Table 1 summarizes the data set sizes used
in our experiments. We used slightly modi-
fied versions of the treebanks; empty nodes and
nonterminal-yield unary rules5, e.g., NP!VP, are
deleted using tsurgeon (Levy and Andrew, 2006).

Train Dev Test Unlabeled

English 39.8k 1.7k 2.4k 210k
(950.0k) (40.1k) (56.7k) (5,082.1k)

Chinese 24.4k 1.9k 2.0k 210k
(678.8k) (51.2k) (52.9k) (6,254.9k)

Table 1: The number of sentences (and words in
parentheses) in our experiments.

We trained parsers on 20%, 40%, 60%, 80%,
and 100% of the treebank training data to evaluate

4This amount was constrained based on both CPU and
memory. We plan to investigate cloud computing to exploit
more unlabeled data.

5As nonterminal-yield unary rules are less likely to be
posited by a statistical parser, it is common for parsers trained
on the standard Chinese treebank to have substantially higher
precision than recall. This gap between bracket recall and
precision is alleviated without loss of parse accuracy by delet-
ing the nonterminal-yield unary rules. This modification sim-
ilarly benefits both parsers we study here.
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Proposed Questions for my Thesis 

•  Can Self-Training Performance be Improved by 
Parse Selection? 
o  Most work reported so far just uses all of the self-parsed data 
o  Performance should improve if we only use the good stuff 

•  Can Iterated Self-Training Work Effectively? 
o  Most reports so far show bad results for repeating the self-

training steps 
o  If the model moves only a little at a time then perhaps it could 

eventually go further 

•  Can Parser Self-Training Performance be Predicted? 
o  Self-training tuning usually depends on labeled data 
o  If we could use the current model to predict performance on 

unlabeled data effectively then all three of these things could 
work together 



Parse Quality Assessment 

• Token-based Methods 
o  sentence length – a good baseline 
o  corpus n-grams 

• Tree & Word Entropy 
o  Hwa 2000, Sample Selection for Statistical Grammar 

Induction 
• Ensemble Agreement (SEPA) 

o  Reichart & Rappoport 2007, An Ensemble Method for 
Selection of High Quality Parses 

• Methods for Dependencies (PUPA & ULISSE) 
o  Reichart & Rappoport 2009, Automatic Selection of High 

Quality Parses Created By a Fully Unsupervised Parser 
o  Dell’Orletta et al 2011, ULISSE: an Unsupervised 

Algorithm for Detecting Reliable Dependency Parses  



Active Learning for Human Annotation 

Rank sentences in a new domain to minimize 
the cost of manual annotation for a given level 
of performance 

o  How to rank them? 
§ Highest uncertainty 
§  Lowest confidence 
§  Lowest similarity  
§ Best parse tree entropy 
§  Should locality matter? 

o  Shorter, shallower sentences are easier for humans 
to annotate reliably 



Oil the Squeaky Wheel(s) First 

Lots of work done on this around a dozen 
years ago 

o  Hwa, Rebecca, ‘Sample Selection for Statistical Grammar 
Induction’, In Proceedings of Joint SIGDAT on EMNLP (2000) 

o  Hwa, Rebecca, ‘Sample Selection for Statistical Parsing’, 
Computational Linguistics, 30 (2004) 

Rank by highest parse tree entropy 
o  The sentence whose best parse tree has the highest 

entropy given the current model is most informative 
o  If annotating in batches (as humans are wont to do) 

then avoid selecting sentences that are very close to 
each other in each round 



Parser Uncertainty & Tree Entropy 
•  Rebecca Hwa 2000, 2004 
•  Parser uncertainty is parse 

tree entropy divided by the 
log of the number of parse 
trees 

•  Parse tree entropy can be 
efficiently computed using 
dynamic programming from 
the parser’s model 
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the tree entropy by the log of the number of parses:10

func(w, G) =
TE(w, G)

lg(!V!)

We now derive the expression for TE(w, G). Recall from equation (2) that if G
produces a set of parses, V , for sentence w, the set of probabilities P(v | w, G) (for all
v " V) defines the distribution of parsing likelihoods for sentence w:

!

v!V
P(v | w, G) = 1

Note that P(v | w, G) can be viewed as a density function p(v) (i.e., the probability of
assigning v to a random variable V). Mapping it back into the entropy definition from
equation (3), we derive the tree entropy of w as follows:

TE(w, G) = H(V)

= #
!

v!V
p(v) lg(p(v))

= #
!

v!V

P(v | G)

P(w | G)
lg(

P(v | G)

P(w | G)
)

= #
!

v!V

P(v | G)

P(w | G)
lg(P(v | G)) +

!

v!V

P(v | G)

P(w | G)
lg(P(w | G))

= # 1
P(w | G)

!

v!V
P(v | G) lg(P(v | G)) +

lg(P(w | G))

P(w | G)

!

v!V
P(v | G)

= # 1
P(w | G)

!

v!V
P(v | G) lg(P(v | G)) + lg(P(w | G))

Using the bottom-up, dynamic programming technique (see the appendix for de-
tails) of computing inside probabilities (Lari and Young 1990), we can efficiently com-
pute the probability of the sentence, P(w | G). Similarly, the algorithm can be modified
to compute the quantity

"

v!V
P(v | G) lg(P(v | G)).

4.1.3 The Parameters of the Hypothesis. Although the confidence-based function
gives good TUV estimates to candidates for training PP-attachment models, it is not
clear how a similar technique can be applied to training parsers. Whereas binary
classification tasks can be described by binomial distributions, for which the confi-
dence interval is well defined, a parsing model is made up of many multinomial
classification decisions. We therefore need a way to characterize the confidence for
each decision as well as a way to combine them into an overall confidence. Another
difficulty is that the complexity of the induction algorithm deters us from reestimat-
ing the TUVs of the remaining candidates after selecting each new candidate. As we

10 When func(w, G) = 1, the parser is considered to be the most uncertain about a particular sentence.
Instead of dividing tree entropies, one could have computed the Kullback-Leibler distance between the
two distributions (in which case a score of zero would indicate the highest level of uncertainty).
Because the selection is based on relative scores, as long as the function is monotonic, the exact form of
the function should not have much impact on the outcome.
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Word Entropy 

•  Tang, Luo, & Roukos 2002, Active Learning for 
Statistical Natural Language Parsing  

•  If you don’t have all the parse trees and their 
likelihood, compute using the ones you have (as in n-
best parsing) 

To speed up, dynamic programming is constrained so
that only the band surrounding the diagonal line (Rabiner
and Juang, 1993) is allowed, and repeated sentences are
stored as a unique copy with its count so that computation
for the same sentence pair is never repeated. The latter is
a quite effective for dialog systems as a sentence is often
seen more than once in the training corpus.

3 Uncertainty Measures
Intuitively, we would like to select samples that the cur-
rent model is not doing well. The current model’s un-
certainty about a sentence could be because similar sen-
tences are under-represented in the (annotated) training
set, or similar sentences are intrinsically difficult. We
take advantage of the availability of parsing scores from
the existing statistical parser and propose three entropy-
based uncertainty scores.

3.1 Change of Entropy
After decision trees are grown, we can compute the en-
tropy of each leaf node as:

(10)

where sums over either tag, label or extension vocab-
ulary, and is simply , where is the
count of in leaf node . The model entropy is the
weighted sum of :

(11)

where . Note that is the log proba-
bility of training events.

After seeing an unlabeled sentence , we can decode it
using the existing model and get its most probable parse

. The tree can then be represented by a sequence of
events, which can be “poured” down the grown trees, and
the count can be updated accordingly – denote the
updated count as . A new model entropy can be
computed based on , and the absolute difference,
after it is normalized by the number of events in , is
the change of entropy we are after:

(12)

It is worth pointing out that is a “local” quantity in
that the vast majority of is equal to , and thus
we only have to visit leaf nodes where counts change. In
other words, can be computed efficiently.

characterizes how a sentence “surprises” the ex-
isting model: if the addition of events due to changes a
lot of , and consequently, , the sentence is proba-
bly not well represented in the initial training set and
will be large. We would like to annotate these sentences.

3.2 Sentence Entropy
Now let us consider another measurement which seeks to
address the intrinsic difficulty of a sentence. Intuitively,
we can consider a sentence more difficult if there are po-
tentially more parses. We calculate the entropy of the dis-
tribution over all candidate parses as the sentence entropy
to measure the intrinsic ambiguity.

Given a sentence , the existing model could gener-
ate the top most likely parses ,
each having a probability :

(13)

where is the possible parse and is its associated
score. Without confusion, we drop ’s dependency on

and define the sentence entropy as:

(14)

where:
(15)

3.3 Word Entropy
As we can imagine, a long sentence tends to have more
possible parsing results not because it is difficult but sim-
ply because it is long. To counter this effect, we can nor-
malize the sentence entropy by the length of sentence to
calculate per word entropy of a sentence:

(16)

where is the number of words in .
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Figure 2: Histograms of 3 uncertainty scores vs. sentence
lengths

Figure 2 illustrates the distribution of the three differ-
ent uncertainty scores versus sentence lengths. favors
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the count can be updated accordingly – denote the
updated count as . A new model entropy can be
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after it is normalized by the number of events in , is
the change of entropy we are after:
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It is worth pointing out that is a “local” quantity in
that the vast majority of is equal to , and thus
we only have to visit leaf nodes where counts change. In
other words, can be computed efficiently.

characterizes how a sentence “surprises” the ex-
isting model: if the addition of events due to changes a
lot of , and consequently, , the sentence is proba-
bly not well represented in the initial training set and
will be large. We would like to annotate these sentences.

3.2 Sentence Entropy
Now let us consider another measurement which seeks to
address the intrinsic difficulty of a sentence. Intuitively,
we can consider a sentence more difficult if there are po-
tentially more parses. We calculate the entropy of the dis-
tribution over all candidate parses as the sentence entropy
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Figure 2 illustrates the distribution of the three differ-
ent uncertainty scores versus sentence lengths. favors



It Works! 

PLTIG parser: (a) A comparison of the evaluation functions’ learning curves. (b) A 
comparison of the evaluation functions for a test performance score of 80%.  
Rebecca Hwa, 2004, Sample Selection for Statistical Parsing 
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Figure 7
PLTIG parser: (a) A comparison of the evaluation functions’ learning curves. (b) A comparison
of the evaluation functions for a test performance score of 80%.

The results of the experiment are graphically shown in Figure 7. As with the
PP-attachment studies, Figure 7(a) compares the learning curves of the proposed eval-
uation functions to that of the baseline. Note that even though these functions select
examples in terms of entire sentences, the amount of annotation is measured in the
graphs (x-axis) in terms of the number of brackets rather than sentences. Unlike in
the PP-attachment case, the amount of effort from the annotators varies significantly
from example to example. A short and simple sentence takes much less time to an-
notate than a long and complex sentence. We address this effect by approximating
the amount of effort as the number of brackets the annotator needs to label. Thus,
we deem one evaluation function more effective than another if, for the desired level
of performance, the smallest set of sentences selected by the function contains fewer
brackets than that of the other function. Figure 7(b) compares the evaluation functions
at the final test performance level of 80%.269

Hwa Sample Selection for Statistical Parsing

76

77

78

79

80

81

5000 10000 15000 20000 25000 30000 35000 40000 45000

C
la

ss
ifi

ca
tio

n 
ac

cu
ra

cy
 o

n 
th

e 
te

st
 s

et
 (

%
)

Number of labeled brackets in the training set

baseline
length

error driven
tree entropy

(a)

0

5,000

10,000

15,000

20,000

25,000

30,000

35,000

40,000

ba
se

lin
e

le
ng

th

er
ro

r d
riv

en

tre
e 

en
tro

py

Evaluation functions

N
u

m
b

e
r 

o
f 

L
a

b
e

le
d

 B
ra

c
k

e
ts

 
in

 t
h

e
 T

ra
in

in
g

 D
a

ta

(b)

Figure 7
PLTIG parser: (a) A comparison of the evaluation functions’ learning curves. (b) A comparison
of the evaluation functions for a test performance score of 80%.

The results of the experiment are graphically shown in Figure 7. As with the
PP-attachment studies, Figure 7(a) compares the learning curves of the proposed eval-
uation functions to that of the baseline. Note that even though these functions select
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the PP-attachment case, the amount of effort from the annotators varies significantly
from example to example. A short and simple sentence takes much less time to an-
notate than a long and complex sentence. We address this effect by approximating
the amount of effort as the number of brackets the annotator needs to label. Thus,
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Not So Much for Self-Training Though 

F-score on all of Brown vs 
% of self-parsed (WSJ) 
data using several metrics 
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Shorter Sentences are Easier 

F-score on Brown 
sentences with < 40 words 
vs % of self-parsed (WSJ) 
data using several metrics 
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A Look at Parse Tree Likelihood 
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f-score vs log p(tree|sentence) 

MCJ 2006 parser 
trained on WSJ 
tested on Brown 
 
Recall   85.49 
Precision  86.47 
F-score     85.98 
Exact  37.65 



Accounting for Sentence Length 

Short: <= 15 words Scale: -250 

All: Log scale: -850 Medium: > 15 & <= 40 words Log scale: -600 

Long: > 40 words, Log scale: -1000 



The More The Merrier! 

• Reichart & Rappoport 2007, An Ensemble 
Method for Selection of High Quality Parses 

• Train N parsers on size S subsets of the training 
data 

• For each sentence, parse it with each of the N 
parsers, choose one of the parses and compute 
an agreement score F for it 

•  Sort the chosen parses by F 

predictors in classifiers’ output to posterior proba-
bilities is given in (Caruana and Niculescu-Mizil,
2006). As far as we know, the application of a sam-
ple based parser ensemble for assessing parse qual-
ity is novel.
Many IE and QA systems rely on the output of

parsers (Kwok et al., 2001; Attardi et al., 2001;
Moldovan et al., 2003). The latter tries to address
incorrect parses using complex relaxation methods.
Knowing the quality of a parse could greatly im-
prove the performance of such systems.

3 The Sample Ensemble Parse Assessment
(SEPA) Algorithm

In this section we detail our parse assessment algo-
rithm. Its input consists of a parsing algorithmA, an
annotated training set TR, and an unannotated test
set TE. The output provides, for each test sentence,
the parse generated for it by A when trained on the
full training set, and a grade assessing the parse’s
quality, on a continuous scale between 0 to 100. Ap-
plications are then free to select a sentence subset
that suits their needs using our grades, e.g. by keep-
ing only high-quality parses, or by removing low-
quality parses and keeping the rest. The algorithm
has the following stages:

1. Choose N random samples of size S from the
training set TR. Each sample is selected with-
out replacement.

2. Train N copies of the parsing algorithm A,
each with one of the samples.

3. Parse the test set with each of the N models.

4. For each test sentence, compute the value of an
agreement function F between the models.

5. Sort the test set according to F ’s value.

The algorithm uses the level of agreement among
several copies of a parser, each trained on a different
sample from the training data, to predict the qual-
ity of a parse. The higher the agreement, the higher
the quality of the parse. Our approach assumes that
if the parameters of the model are well designed to
annotate a sentence with a high quality parse, then
it is likely that the model will output the same (or

a highly similar) parse even if the training data is
somewhat changed. In other words, we rely on the
stability of the parameters of statistical parsers. Al-
though this is not always the case, our results con-
firm that strong correlation between agreement and
parse quality does exist.
We explored several agreement functions. The

one that showed the best results is Mean F-score
(MF)2, defined as follows. Denote the models by
m1 . . .mN , and the parse provided by mi for sen-
tence s asmi(s). We randomly choose a modelml,
and compute

MF (s) =
1

N � 1
�

i�[1...N ],i�=l

fscore(mi, ml) (1)

We use two measures to evaluate the quality of
SEPA grades. Both measures are defined using a
threshold parameter T , addressing only sentences
whose SEPA grades are not smaller than T . We refer
to these sentences as T-sentences.
The first measure is the average f-score of the

parses of T-sentences. Note that we compute the
f-score of each of the selected sentences and then
average the results. This stands in contrast to the
way f-score is ordinarily calculated, by computing
the labeled precision and recall of the constituents
in the whole set and using these as the arguments of
the f-score equation. The ordinary f-score is com-
puted that way mostly in order to overcome the fact
that sentences differ in length. However, for appli-
cations such as IE and QA, which work at the single
sentence level and which might reach erroneous de-
cision due to an inaccurate parse, normalizing over
sentence lengths is less of a factor. For this reason,
in this paper we present detailed graphs for the aver-
age f-score. For completeness, Table 4 also provides
some of the results using the ordinary f-score.
The second measure is a generalization of the fil-

ter f-score measure suggested by Yates et al. (2006).
They define filter precision as the ratio of correctly
parsed sentences in the filtered set (the set the algo-
rithm choose) to total sentences in the filtered set and
filter recall as the ratio of correctly parsed sentences
in the filtered set to correctly parsed sentences in the

2Recall that sentence f-score is defined as: f = 2�P�R
P+R ,

where P and R are the labeled precision and recall of the con-
stituents in the sentence relative to another parse.
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Now We’re Getting Somewhere 

•  SEPA Mean F-score correlates much better with 
gold F-score than parser uncertainty 

• Correlation 
Coeffecient 
of 0.66 



Hmm… 

• First Look at using SEPA for Self-Training Parse 
Selection 

• EVALB on Brown Test only 
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Self-Training Experiment Design 

o  Same setup as McClosky et al 2006 
§  Source Corpus: PTB WSJ, Target Corpus: Brown 
§  Parser: BLLIP reranking parser (Charniak and Johnson 2005) 



That Something Extra 

• Exploit Inter-sentential Context? 
o  Current methods treat sentences in isolation 
o  Can we use contextual information such as  

semantic cohesion a la WSD by Yarowsky 1995? 
• Learn Something from Domain Variation? 

o  Lower SEPA grades for training data indicate variation 
from the corpus as a generalizable source 

o  Can we use that information – maybe as a feature in 
learning local context 

• Data Adaptation?  
o  Modify the training data to generalize better w/o having 

to modify the parser models 
o  Kundu & Roth 2011, Adapting Text instead of the Model: 

An Open Domain Approach  



What is the Story with Reranking? 

Kenji Sagae, Self-Training Without Reranking 
for Parser Domain Adaptation and Its Impact 
on Semantic Role Labeling 

o What happens when the output from a semi-
supervised parser is used in an application? 

o  Evaluate on a task extrinsic to syntactic parsing 
o  CoNLL 2005 Shared Task: Semantic Role Labeling 

(SRL) 



SRL DA 

“… attempt to quantify the benefits of semi- 
supervised parser domain adaptation in 
semantic role labeling, a task in which parsing 
accuracy is crucial.” 

o  Reranking has been shown to be effective for parser 
DA when used with self-training 
McClosky et al 2007, Effective Self-Training for Parsing 

o  Self-training w/o reranking has also been shown to 
be effective 
Reichart & Rappoport 2007, Self-Training for Enhancement and Domain 
Adaptation of Statistical Parsers Trained on Small Datasets 



SRL DA Experiments 

Train on WSJ, Test on Brown 
o  Same setup as McClosky et al 2006 (“MCJ”) 

Charniak parser with and w/o reranker 
o  Tested and decided using different weights for 

different sources in self-training wasn’t worth the 
effort – “simple self-training” 

 Baseline: Top performing ST system trained 
on WSJ only. 

o  UIUC SRL 79.44 F-score on WSJ and 64.75 on Brown. 



SRL DA Experiment Results 

highest scoring system on the Brown evaluation 

in the CoNLL 2005 shared task had 67.75 F-

score. 

Table 4 shows the results on the Brown 

evaluation set using the baseline WSJ SRL sys-

tem and the results obtained under three self-

training parser domain adaptation schemes: sim-

ple self-training using novels as unlabeled data 

(section 3.1), the self-trained model of McClosky 

et al.
5
, and the reranked results of the McClosky 

et al. self-trained model (which has F-score com-

parable to that of a parser trained on the Brown 

corpus). 

As expected, the contributions of the three 

adapted parsing models allowed the system to 

produce overall SRL results that are better than 

those produced with the baseline setting.  Sur-

prisingly, however, the use of the model created 

using simple self-training and sentences from 

novels (sections 2.3 and 3.1) resulted in better 

SRL results than the use of McClosky et al.’s 

reranking-based self-trained model (whether its 

results go through one additional step of rerank-

ing or not), which produces substantially higher 

syntactic parsing F-score.  Our self-trained pars-

ing model results in an absolute increase of 4% 

in SRL F-score, outscoring all participants in the 

shared task (of course, systems in the shared task 

did not use adapted parsing models or external 

resources, such as unlabeled data). The im-

provement in the precision of the SRL system 

                                                
5
 http://www.cs.brown.edu/~dmcc/selftraining.html 

using simple self-training is particularly large.  

Improvements in the precision of the core argu-

ments Arg0, Arg1, Arg2 contributed heavily to 

the improvement of overall scores.  

We note that other parts of the SRL system 

remained constant, and the difference in the re-

sults shown in Table 4 come solely from the use 

of different (adapted) parsers. 

5 Conclusion 

We explored the use of simple self-training, 

where no reranking or confidence measurements 

are used, for parser domain adaptation.  We 

found that self-training can in fact improve the 

accuracy of a parser in a different domain from 

the domain of its training data (even when the 

training data is the entire standard WSJ training 

material from the Penn Treebank), and that this 

improvement can be carried on to modules that 

may use the output of the parser.  We demon-

strated that a semantic role labeling system 

trained with WSJ training data can improve sub-

stantially (4%) on Brown just by having its 

parser be adapted using unlabeled data. 

Although the fact that self-training produces 

improved parsing results without reranking does 

not necessarily conflict with previous work, it 

does contradict the widely held assumption that 

this type of self-training does not improve parser 

accuracy.  One way to reconcile expectations 

based on previous attempts to improve parsing 

accuracy with self-training (Charniak, 1997; 

 Precision Recall F-score 

Baseline (WSJ parser) 66.57 63.02 64.75 

Simple self-trained parser 
(this paper) 

71.66 66.10 68.77 

MCJ self-trained parser 69.18 65.37 67.22 

MCJ self-train and rerank 68.62 65.78 67.17 

 

Table 4. Semantic role labeling results using the Illinois Semantic Role Labeler (trained on 

WSJ material from PropBank) using four different parsing models: (1) a model trained on 

WSJ, (2) a model built from the WSJ training data and 320k sentences from novels as unla-

beled data, using the simple self-training procedure described in sections 2.3 and 3.1, (3) the 

McClosky et al. (2006a) self-trained model, and (4) the McClosky et al. self-trained model, 

reranked with the Charniak and Johnson (2005) reranker. 
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What’s the Verdict on Reranking? 

What exactly got tested? 
o  “We note that other parts of the SRL system 

remained constant, and the difference in the results 
shown in Table 4 come solely from the use of 
different (adapted) parsers.” 

o  UIUC SRL 79.44 F-score on WSJ and 64.75 on Brown. 
o  “… a steep drop from the performance of the system 

on WSJ, which reflects that not just the syntactic 
parser, but also other system components, were 
trained with WSJ material.” 

What happens if the other SRL components are 
included in self-training? 



Thank You! 

http://depts.washington.edu/newscomm/photos/the-spring-cherry-blossoms-in-the-quad/ 


